
Strategic Obfuscation against Adaptive
Censorship: Equilibrium Blocking and Dynamic

Implementability

Abstract. Censorship-resistance systems are often evaluated by clas-
sifier accuracy and implementation overhead, but deployment outcomes
also depend on how an adaptive censor responds. We model a censorship-
resistance operator that chooses costly obfuscation and a censor that
chooses blocking intensity. Obfuscation changes both effective detection
and the benign traffic exposed to collateral blocking, making the censor’s
net return to blocking endogenous. We characterize the static equilib-
rium and then study which obfuscation–blocking targets can be sustained
by credible Nash reversion. The relevant incentive constraints use each
player’s exact unilateral best response: a prespecified stress test such as
disabling obfuscation can miss a profitable partial reduction in effort.
In a transparent normalized benchmark, the jointly strictly individually-
rational region occupies 6.46% of the target action square; within that
region the median and 90th-percentile patience requirements are 0.573
and 0.902 under a uniform target-space measure. The prespecified CIR
deviation changes the binding combined constraint on 18.62% of that
region and can reverse sustainability classifications. A public-signal ex-
tension shows how missed detections and false alarms further tighten
implementability. The analysis separates making traffic difficult to clas-
sify from making an obfuscation regime strategically stable against an
adaptive censor.

Keywords: Censorship resistance · Game theory · Traffic obfuscation ·

Adaptive censorship · Repeated games · Collateral damage

1 Introduction

A censorship-resistance system (CRS) can make its traffic harder to classify with-
out making it safe to deploy. A censor observes traffic, decides how aggressively
to block it, and trades successful suppression against collateral damage to benign
users and services. The CRS operator in turn chooses how much costly obfusca-
tion to maintain. Traffic transformation therefore changes a strategic payoff, not
only a classifier score: it affects both the traffic the censor can identify and the
benign traffic implicated by blocking.

This paper models that interaction between a CRS operator (CIR) and an
adaptive censor (CEN). The CIR chooses obfuscation intensity u ∈ [0, 1]; the
CEN chooses blocking intensity a ∈ [0, 1]. Obfuscation lowers effective detectabil-
ity π(u) and can change benign exposure Tb(u), at costK(u). The censor’s benefit
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from blocking and collateral cost reduce to the net marginal return

D(u) = BTpπ(u)− ΛTb(u). (1)

This statistic is the bridge from system design to censor behavior. A design can
discourage blocking by reducing effective detection, by implicating benign traffic
that the censor is reluctant to disrupt, or by combining both channels. Blocking
simultaneously raises the operator’s return to obfuscation.

The one-shot game establishes which responses are technologically and strate-
gically compatible at a deployment epoch. We characterize pure equilibrium
under continuous, possibly nondifferentiable primitives, including the boundary
cases in which zero or full blocking is optimal. With strictly convex blocking
and obfuscation costs, the opposing response monotonicities yield a unique equi-
librium. A transparent exponential–quadratic benchmark has a unique stage
equilibrium at (uN , aN ) ≃ (0.326, 0.501).

The central question is dynamic: when can a desired obfuscation–blocking
target remain implementable as both sides repeatedly update their configura-
tions? We use permanent reversion to the selected stage Nash equilibrium as a
credible punishment benchmark. For each player, implementability depends on
the current best-deviation gain Gi and the continuation surplus Li destroyed
by deviation. In the regular case the patience requirement is δi = Gi/(Gi + Li).
Thus technological feasibility alone is insufficient. Even a small current temp-
tation can require high patience when the target lies only slightly above the
credible continuation payoff.

Exact deviation choice matters because obfuscation is continuous and costly.
Disabling obfuscation is feasible, but a deviating operator may prefer a partial
reduction that retains delivery benefits while saving some cost. In the benchmark,
the joint strict-individual-rationality set occupies 6.46% of the normalized target
square under a uniform geometric measure. Its median exact patience threshold
is 0.573 and its 90th percentile is 0.902. Replacing the exact CIR deviation with
the prespecified action u = 0 changes the combined threshold on 18.62% of that
set and creates false-sustainability classifications for 9.82% of it at δ = 0.5. These
shares summarize model geometry, not empirical frequencies.

The paper makes three contributions. First, it makes obfuscation a strategic
design choice that changes both effective detectability and benign exposure. This
reduces the censor’s response to D(u) and yields a complete characterization of
interior and boundary equilibria. Second, it characterizes which targets can be
supported by credible Nash reversion. The result separates current temptation
from continuation surplus and shows why technical feasibility does not imply
dynamic implementability. Third, it solves the operator’s unilateral deviation
over the actual continuous action space, establishes when disabling obfuscation
is exact, and quantifies the classification error from imposing that action. A
public-signal extension shows how false alarms and missed detections tighten
these conditions.

The closest censorship-game framework already models strategic blocking,
collateral damage, and credible repeated-game punishments [8]. Strategic classi-
fication also allows costly manipulation in response to a detector [4,3,11,5]. The
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margin advanced here is the endogenous costly obfuscation choice and its target-
specific implementability consequences in a censorship game with continuous
blocking. Section 2 connects this abstraction to CRS deployment. Sections 3–4
derive the static and dynamic results; Section 5 maps their benchmark geometry;
and Section 6 studies monitoring, action granularity, and design implications.

2 System Setting and Related Work

Deployment and Threat Model. A period is a deployment or update epoch long
enough for a CRS operator to change its traffic-transformation configuration and
for a censor to update blocking aggressiveness. The theory does not assign an
epoch a fixed wall-clock duration. The CIR represents the operator, designer, or
configurator of a CRS rather than an individual user. Its continuous action u is
an aggregate intensity or mixture over available transformation modes. The CEN
action a is the aggregate aggressiveness or share of suspicious traffic blocked. It is
a reduced-form control, not a claim that every censor exposes a literal continuous
knob.

The function Tb(u) is the effective benign traffic exposure associated with
blocking transformed traffic. It may represent popular cover services, co-located
benign users, or other collateral traffic implicated by a CRS design; the CIR
need not create that traffic. Perfect public monitoring means that a sufficiently
informative public statistic reveals whether the prescribed action profile was
followed. It does not require direct observation of engineering effort. Section 6
replaces this benchmark with an imperfect public signal.

Strategic Censorship and Detection. Elahi et al. [8] model a censor–circumventor
interaction with traffic volume, classifier errors, collateral blocking costs, and
credible repeated-game continuation. Their circumvention choice changes traf-
fic quantity under a largely given detection technology. Our u instead changes
the effective detection and collateral-exposure functions faced by a censor choos-
ing continuous blocking. Other censorship games study decoy routing, proxy
assignment, or moving-target infrastructure rather than target support over an
obfuscation–blocking action space [17,16,14]. The model-internal deviation result
here does not claim that these papers optimize the wrong action.

Adversarial-classification models establish that a classified party can alter
features or distributions at a cost in response to a classifier [4,3,11,5,12,15]. Our
censorship setting adds a blocking action and an explicit collateral channel. The
repeated analysis then asks whether a particular pair of design and blocking
choices can be supported by a credible continuation, rather than whether ma-
nipulation defeats a fixed or strategically chosen classifier.

Mapping Systems to Primitives. Format transformation and protocol mimicry,
as in FTE and Marionette, primarily lower effective detectability π(u) at engi-
neering cost K(u) [6,7]. DeltaShaper maps traffic morphing to the same margin
[1]. Collateral-leveraging designs such as domain fronting also alter the benign ex-
posure associated with blocking and therefore the Tb(u) channel [9]. Snowflake’s
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temporary proxies illustrate adaptation across deployment epochs [2]. Measure-
ment studies further show that effective detection depends on base rates, false
positives, and the censor’s aggregation unit, so π(u) should not be read as a labo-
ratory score independent of deployment context [13,18,19]. The model abstracts
from protocol details to isolate how these margins alter an adaptive censor’s
incentive.

3 Baseline Game and Static Equilibrium

Let Tp > 0 denote circumvention demand, B > 0 the censor’s benefit per blocked
unit, Λ > 0 its marginal collateral cost, and V > 0 the CIR value per delivered
unit. Write q ≡ V Tp. Obfuscation changes effective detection through π(u) and
benign exposure through Tb(u). Direct blocking and obfuscation costs are C(a)
and K(u). The stage payoffs are

UCEN(a, u) = a
[
BTpπ(u)− ΛTb(u)

]
− C(a), (2)

UCIR(a, u) = q
[
1− aπ(u)

]
−K(u). (3)

Define the censor’s net return before direct filtering cost as

D(u) ≡ BTpπ(u)− ΛTb(u). (4)

Lower detectability and greater benign exposure both reduce D(u), but they
represent distinct engineering channels.

Assumption S (Baseline Regularity). The function π : [0, 1] → [0, 1] is continu-
ous, nonincreasing, and convex; Tb : [0, 1] → R+ is continuous and nondecreasing;
and C,K : [0, 1] → R are continuous and convex, with C(0) = K(0) = 0 and K
minimized at zero. Convexity of π makes the CIR’s own-action problem concave.
Differentiability is not assumed; f ′

+ and f ′
− denote one-sided derivatives of a

convex function.
The best-response correspondences can be written

A(d) = arg max
a∈[0,1]

{ad−C(a)}, U(a) = arg max
u∈[0,1]

{q(1− aπ(u))−K(u)}. (5)

Both have nonempty compact interval values. Extremal selections from A(D(u))
are nonincreasing in u, while extremal selections from U(a) are nondecreasing
in a. Strict convexity of C and K makes the two responses single-valued. Ap-
pendix A states the complete set-valued KKT conditions.

Proposition 1 (Static equilibrium). Under Assumption S, a pure Nash equi-
librium exists, and (u∗, a∗) is an equilibrium exactly when

u∗ ∈ U(a∗), a∗ ∈ A(D(u∗)).

The following boundary and interior statements hold.
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1. If D(0) ≤ C ′
+(0), zero blocking is a CEN best response to every u. Hence

(u, 0) is an equilibrium for every u ∈ argminK.
2. If D(1) ≥ C ′

−(1), full blocking is a CEN best response to every u. Hence
(u, 1) is an equilibrium for every u ∈ U(1), but equilibria with a < 1 may
also exist.

3. If C and K are strictly convex, the equilibrium is unique. The corresponding
strict uniform boundary comparisons in Appendix A determine when zero or
full blocking is the unique outcome.

4. If the primitives are differentiable and the equilibrium is interior, it satisfies

C ′(a∗) = D(u∗), K ′(u∗) = qa∗[−π′(u∗)]. (6)

Boundary equilibria instead satisfy the one-sided conditions in Appendix A.

The weak endpoint comparisons in parts 1 and 2 establish best-response mem-
bership, not uniqueness. This distinction matters with flat costs or set-valued
responses: D(1) ≥ C ′

−(1) alone does not imply that every equilibrium has full
blocking. In the interior, Eq. (6) balances the censor’s net blocking return against
marginal filtering cost and the CIR’s marginal delivery gain against marginal ob-
fuscation cost.

3.1 Transparent Benchmark

For the numerical illustration, let

π(u) = π0e
−ηu, Tb(u) = τu, C(a) =

c

2
a2, K(u) =

k

2
u2. (7)

We normalize B = Tp = V = 1 and set π0 = 0.9, η = 1, Λ = 0.5, τ = 0.3, c = 1.2,
and k = 1. These values are illustrative rather than calibrated. The closed-form
responses are

aBR(u) =

[
BTpπ0e

−ηu − Λτu

c

]
[0,1]

, (8)

uBR(a) = min

{
1,

1

η
W

(
qaπ0η

2

k

)}
, (9)

where W is the principal Lambert-W function. Their unique intersection is
(uN , aN ) = (0.32555, 0.50091), with Nash payoffs PCIR = 0.62146 and PCEN =
0.15054. Independent constrained optimization reproduces the closed forms and
the equilibrium to numerical tolerance.

4 Dynamic Implementability

A stage equilibrium describes mutual best responses within one deployment
epoch. A CRS may instead seek a target (ū, ā) that is not a stage equilibrium
but could persist because deviation changes future play. We study target-specific
support rather than an unrestricted folk-theorem possibility result [10].
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Fig. 1. Best responses in the illustrative benchmark. The CEN response falls as obfus-
cation lowers D(u); the CIR response rises because blocking raises the delivery benefit
from obfuscation. The marker is the unique stage Nash equilibrium.

4.1 Targets, Deviations, and Credible Continuation

The repeated game has common discount factor δ ∈ (0, 1) and normalized payoff

(1− δ)

∞∑
t=0

δtUi(at, ut). (10)

Fix a stationary target (ū, ā). Its stage payoffs are

pCCIR = q[1− āπ(ū)]−K(ū), pCCEN = āD(ū)− C(ā). (11)

Each player can choose any unilateral action in the current period. The relevant
deviation values are therefore

pDCIR(ā) = max
u∈[0,1]

UCIR(ā, u), pDCEN(ū) = max
a∈[0,1]

UCEN(a, ū). (12)

The target action is feasible in each maximization, so pDi ≥ pCi .
The punishment benchmark is permanent reversion to a selected stage Nash

equilibrium (uN , aN ), with normalized continuation payoff Pi = Ui(a
N , uN ). Re-

peated Nash play is sequentially rational after every punishment history. By
contrast, a minmax payoff does not by itself identify credible stationary pun-
ishment actions. Stronger repeated-game punishments may exist, but they are
unnecessary for the benchmark result. When the stage game has multiple equi-
libria, the punishment equilibrium must be specified; the numerical benchmark
has a unique one.

Proposition 2 (Support under exact deviations). Suppose actions are per-
fectly publicly monitored and a deviation triggers a credible stationary continua-
tion with payoff Pi. The target is supported exactly when, for each player,

pCi ≥ (1− δ)pDi + δPi. (13)
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Because pDi ≥ pCi , the cases relevant to exact deviations are:

1. If pDi = pCi and Pi ≤ pCi , the constraint holds for every δ.
2. If pDi > pCi > Pi, it holds if and only if

δ ≥ δi =
pDi − pCi
pDi − Pi

∈ (0, 1). (14)

3. If pDi > pCi = Pi, no δ < 1 supports the target.
4. If Pi > pCi , no δ > 0 supports the target in the continuous-action exact-

deviation setting.

The last case includes targets that are current best responses. If Pi > pCi =
pDi , actions arbitrarily close to the target lose arbitrarily little today but obtain
the strictly better continuation, so every positive δ admits a profitable deviation.
Appendix B proves Proposition 2 and gives the complete scalar taxonomy for an
arbitrary prespecified current action.

In the regular case, define

Gi = pDi − pCi , Li = pCi − Pi. (15)

Then the threshold becomes

δi =
Gi

Gi + Li
. (16)

The deviation gain Gi measures current temptation; the continuation surplus
Li measures what deviation destroys. A high threshold can reflect a large temp-
tation or a target that offers only a thin surplus over Nash reversion. Joint
support requires both players’ conditions, so δmin = max{δCIR, δCEN} whenever
both lower thresholds are defined.

4.2 Why the Exact Obfuscation Deviation Matters

For target blocking ā, write the CIR deviation objective as

ϕā(u) = q[1− āπ(u)]−K(u). (17)

Let dexact = maxu∈[0,1] ϕā(u) and let d0 = ϕā(0) be the value from disabling ob-
fuscation. The latter is a useful stress test, but it need not be the best deviation.

Proposition 3 (Exact versus zero-obfuscation deviations). Under As-
sumption S, dexact ≥ d0, with equality exactly when 0 ∈ U(ā). Disabling ob-
fuscation is optimal if and only if

qā[−π′
+(0)] ≤ K ′

+(0). (18)

If this inequality is reversed strictly, then dexact > d0. In particular, with ā > 0,
π′
+(0) < 0, and K ′

+(0) = 0, zero obfuscation is not a best response.
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The condition compares the marginal cost saved at zero with the marginal
delivery benefit from retaining a small amount of obfuscation. In the quadratic
benchmark K ′

+(0) = 0, so every positive target blocking level induces a positive
CIR best response. A shortcut fixed at u = 0 then omits a feasible partial
reduction in effort.

Corollary 1 (Patience-threshold bias). Fix pC > P and define the lower
threshold generated by a candidate deviation value d as

δ(d; pC , P ) =

{
0, d ≤ pC ,

(d− pC)/(d− P ), d > pC .

This function is nondecreasing in d and strictly increasing after the deviation
becomes profitable. Therefore

δ(dexact; pC , P ) ≥ δ(d0; pC , P ),

with strict inequality exactly when dexact > d0 and dexact > pC .

The combined threshold can remain unchanged when the CIR threshold
moves because the CEN constraint may already bind. Section 5 identifies where
the shortcut alters the binding constraint and where it reverses a sustainability
classification. Primitive comparative statics must still recompute pDi , pCi , and Pi

jointly; a change in deviation value alone does not determine the total change
in δi.

5 Benchmark Implementability Results

The benchmark in Section 3.1 makes the individually-rational target set analytic
before any grid is introduced. Let PCIR and PCEN be the Nash-reversion payoffs.
Because π(u) > 0, the CIR strict-IR condition is

q[1− aπ(u)]−K(u) > PCIR ⇐⇒ a < aIRCIR(u) ≡
q −K(u)− PCIR

qπ(u)
. (19)

For the quadratic CEN cost, strict individual rationality requires

aD(u)− c

2
a2 > PCEN.

Whenever D(u)2 > 2cPCEN, this is equivalent to

a ∈
(
aIR− (u), aIR+ (u)

)
∩ [0, 1], aIR± (u) =

D(u)±
√

D(u)2 − 2cPCEN

c
. (20)

The joint strict-IR set is therefore wedge-shaped: a must lie inside the censor’s
payoff interval but below the CIR boundary. Because both comparisons are strict,
the set is open relative to the feasible action square; its closure is compact.
Appendix E verifies these boundaries directly against payoff comparisons.
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Fig. 2. Dynamic implementability in the illustrative benchmark. Panel (a) reports the
exact combined patience threshold over the joint strict-IR region. Panel (b) reports
the exact threshold minus the threshold obtained by fixing the CIR deviation at u = 0;
values above 0.70 are saturated to preserve interior contrast. Blank profiles are outside
joint strict individual rationality under Nash reversion.

We evaluate target geometry on uniform grids up to 2001 × 2001. At the
finest resolution, the joint strict-IR set occupies 6.46% of the normalized tar-
get square. Conditional on this set, the median exact combined threshold is
0.573 and its 90th percentile is 0.902. These statistics converge across grid sizes;
Appendix Table A.2 reports the sequence. The percentages describe a uniform
geometric measure over the normalized action square, not the probability that
a real deployment is individually rational.

Figure 2 combines the two objects needed to read the dynamic result. Panel
(a) maps the exact combined threshold. Panel (b) subtracts the threshold ob-
tained when the CIR deviation is fixed at u = 0. The blank area lies outside joint
strict individual rationality under Nash reversion, so the usual lower-patience in-
terpretation does not apply there. Thresholds vary substantially inside the wedge
because the deviation gain and continuation surplus change at different rates.

The shortcut changes the combined threshold on 18.62% of the strict-IR
region. This share also marks targets at which the identity of the binding player
changes: the exact CIR constraint binds, whereas the shortcut leaves the CEN
constraint binding. At δ = 0.5, the shortcut classifies 9.82% of the strict-IR
region as sustainable even though the exact calculation rejects those targets. The
bias is zero elsewhere in the combined threshold even though u = 0 remains a
suboptimal CIR action; at those targets the unchanged CEN condition is tighter.

The representative target (ū, ā) = (0.3, 0.5) shows why continuation surplus
matters. The CIR’s exact deviation retains positive obfuscation, uD ≃ 0.325.
The exact combined threshold is 0.711, while fixing the CIR deviation at u =
0 leaves the CEN constraint binding and gives 0.019. The CIR’s one-period
gain is only 0.000418, but its target payoff exceeds the Nash-reversion payoff by
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only 0.000170. The high patience requirement therefore comes from a very thin
continuation surplus, not a large absolute deviation gain.

This benchmark is descriptive of the model, not a calibration of a deployed
CRS. Its design lesson is nonetheless sharp. Lowering the censor’s return D(u)
can expand the range of moderate blocking targets attractive to the censor, but
maintaining a particular target also requires enough continuation surplus for
both sides. An engineering design that looks favorable under a static classifier
metric may remain dynamically fragile when either player is nearly indifferent
between the target and credible reversion.

6 Monitoring, Granularity, and Design Implications

Noisy Public Monitoring. Suppose a public bad signal occurs with false-alarm
probability ε under compliance and with probability qdet > ε after any relevant
deviation. False alarms lower the value of remaining in cooperation; missed de-
tections weaken the link between deviation and punishment. For Gi > 0 and
Li > 0, the resulting threshold is

δnoisei =
Gi

Gi(1− ε) + (qdet − ε)Li
. (21)

A feasible threshold below one exists exactly when

(qdet − ε)Li > εGi. (22)

Perfect monitoring is the special case (qdet, ε) = (1, 0), which recovers Gi/(Gi +
Li). Appendix C gives the Bellman derivation. If detection probability depends
on the chosen deviation, the action that maximizes current payoff need not
maximize total deviation value; the incentive constraint must then be checked
action by action. At the representative target, (qdet, ε) = (0.6, 0.1) raises the
combined threshold from 0.711 to 0.906, illustrating how a thin continuation
surplus amplifies monitoring noise.

Discrete Implementation Modes. Continuous u and a are aggregate-intensity ap-
proximations. With coarse discrete modes, nearby deviations may disappear, so
literal deviation values can differ from the continuous supremum. A finite devia-
tion set must exclude the target action itself. Appendix D shows this distinction
in the benchmark: on a 0.1 grid, (0.3, 0.5) is a discrete stage equilibrium even
though the continuous CIR has a nearby profitable deviation at u ≃ 0.325.

Security-Design Implications. First, a CRS should evaluate the censor’s pay-
off from blocking, not classifier accuracy alone. The strategic object D(u) =
BTpπ(u) − ΛTb(u) shows that detectability and collateral exposure can both
reduce blocking incentives. Second, technical feasibility must be paired with con-
tinuation surplus. A small Li = pCi − Pi can make an otherwise attractive tar-
get fragile even when the current deviation gain is small. Third, incentive tests
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should match the implemented action space. Partial reductions can dominate
disabling obfuscation when effort is continuous; genuinely discrete modes can
remove those nearby deviations. Monitoring quality determines whether either
design advantage can be enforced over time.

7 Conclusion

Obfuscation changes more than how accurately a censor classifies traffic. By mov-
ing effective detectability and the benign traffic exposed to blocking, it changes
the censor’s net return D(u) and therefore the equilibrium blocking response.
The baseline game makes this link explicit while preserving boundary solutions
and set-valued responses.

Repeated interaction adds a separate requirement. A desired obfuscation–
blocking pair must give each side enough continuation surplus over a credible
Nash-reversion path to offset its exact current deviation gain. Because a CIR can
partially reduce a continuous, costly obfuscation action, testing only the action
u = 0 can understate the binding patience requirement and reverse sustainability
classifications. False alarms and missed detections tighten the same constraint by
weakening the connection between compliance and continuation value. Designing
a CRS against an adaptive censor therefore requires both a favorable blocking
payoff and an enforceable operating regime.
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A Baseline Best Responses and Static Proofs

Lemma 1 (Complete Best Responses). Under Assumption S, A(d) and
U(a) are nonempty compact intervals. An action a∗ belongs to A(d) exactly when

d ≤ C ′
+(0), a∗ = 0,

C ′
−(a

∗) ≤ d ≤ C ′
+(a

∗), a∗ ∈ (0, 1),

d ≥ C ′
−(1), a∗ = 1,

and u∗ belongs to U(a) exactly when
qaπ′

+(0) +K ′
+(0) ≥ 0, u∗ = 0,

qaπ′
−(u

∗) +K ′
−(u

∗) ≤ 0 ≤ qaπ′
+(u

∗) +K ′
+(u

∗), u∗ ∈ (0, 1),

qaπ′
−(1) +K ′

−(1) ≤ 0, u∗ = 1.

The correspondence A(d) is nondecreasing in d in the strong set order, so its
extremal selections after composition with D(u) are nonincreasing in u. Extremal
selections of U(a) are nondecreasing in a. Strict convexity of C makes A single-
valued; strict convexity of K makes U single-valued uniformly.

Proof. For fixed d, maximizing ad − C(a) is equivalent to minimizing the con-
tinuous convex function C(a) − ad on [0, 1]. Convex optimality gives the three
one-sided derivative conditions and a nonempty compact convex solution set. If
d2 > d1 and aj ∈ A(dj), adding the two optimality inequalities yields (a2 −
a1)(d2 − d1) ≥ 0. Strict convexity gives uniqueness.

The CIR maximization is equivalent to minimizing Ha(u) = qaπ(u) +K(u),
which is continuous and convex. The same one-sided argument gives the dis-
played conditions. For J(u, a) = q[1 − aπ(u)] − K(u), u2 ≥ u1 and a2 ≥ a1
imply

J(u2, a2)− J(u1, a2)− J(u2, a1) + J(u1, a1) = q(a2 − a1)[π(u1)− π(u2)] ≥ 0.

Increasing differences order the extremal maximizers. Strict convexity of K
makes Ha strictly convex for every a.

Proposition A.1 (Full static boundary statement). Under Assumption S,
the equilibrium correspondence has a fixed point. In addition:

1. The CEN response is uniquely zero for every u if and only if

C(a)− C(0) > aD(0) for every a ∈ (0, 1].

Either D(0) < C ′
+(0), or strict convexity of C together with D(0) ≤ C ′

+(0),
is sufficient. If K is uniquely minimized at zero, (0, 0) is then the unique
equilibrium.
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2. The CEN response is uniquely one for every u if and only if

(1− a)D(1) > C(1)− C(a) for every a ∈ [0, 1).

Either D(1) > C ′
−(1), or strict convexity of C together with D(1) ≥ C ′

−(1),
is sufficient. Every equilibrium has full blocking exactly when no fixed point
with a < 1 exists; uniform uniqueness of the CEN response is sufficient but
not necessary.

3. If C and K are strictly convex, the equilibrium is unique.

Proof. By Lemma 1, both best-response correspondences are upper hemicontinu-
ous with nonempty compact convex values. Kakutani’s theorem supplies a fixed
point of U(a)×A(D(u)).

If D(0) ≤ C ′
+(0), monotonicity gives D(u) ≤ C ′

+(0) for all u. For a > 0,

[aD(u)− C(a)]− [−C(0)] ≤ aD(0)− [C(a)− C(0)].

The first strict comparison in the proposition is therefore sufficient and, because
it includes u = 0, necessary for uniform uniqueness. The stated derivative con-
ditions imply it by convexity. At a = 0, the CIR chooses argminK.

If D(1) ≥ C ′
−(1), then D(u) ≥ C ′

−(1) for all u. For a < 1,

[D(u)− C(1)]− [aD(u)− C(a)] ≥ (1− a)D(1)− [C(1)− C(a)].

The second strict comparison is sufficient and, at u = 1, necessary for uniform
uniqueness. Strictness follows from the stated derivative alternatives. The exact
“every equilibrium” condition is the absence of (u, a) with a < 1, u ∈ U(a), and
a ∈ A(D(u)).

Finally, with strict convexity write the single-valued responses as A(u) and
U(a). If equilibria satisfied u2 > u1, then a2 = A(u2) ≤ A(u1) = a1 and u2 =
U(a2) ≤ U(a1) = u1, a contradiction.

B Dynamic Incentives and Exact Deviations

Proof (Proof of Proposition 2). Compact actions and continuous payoffs imply
bounded stage payoffs, so the one-shot deviation principle applies. Compliance
has normalized value pCi ; a best current deviation followed by the stationary
punishment has value (1 − δ)pDi + δPi. This gives Eq. (13). Rearranging under
each payoff ordering gives the four stated cases. When Pi > pCi = pDi , continuity
on an interval supplies distinct actions with current payoffs arbitrarily close to
pCi ; for every δ > 0, the continuation gain dominates a sufficiently small current
loss.

Proposition A.2 (Scalar condition for an arbitrary current action). Let
a candidate action give current payoff xi. The condition pCi ≥ (1 − δ)xi + δPi

has the following complete solution on δ ∈ [0, 1):
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1. If Pi ≤ pCi and xi ≤ pCi , it holds for every δ. If xi > pCi > Pi, it holds exactly
when δ ≥ (xi − pCi )/(xi − Pi). If xi > pCi = Pi, no δ < 1 works.

2. If Pi > pCi and xi ≥ pCi , no δ ∈ (0, 1) works. If xi < pCi < Pi, it holds exactly
when δ ≤ (pCi − xi)/(Pi − xi).

3. If xi = Pi, it holds exactly when pCi ≥ Pi.

Proof. Write the inequality as pC ≥ x+δ(P −x) and solve the affine comparison
under each ordering. The target-action maximum used in the main text rules out
x < pC when x = pDi , leaving the four exact-deviation cases in Proposition 2.

Proof (Proof of Proposition 3 and Corollary 1). Because u = 0 is feasible,
dexact ≥ d0. Maximizing ϕā is equivalent to minimizing the convex function
Hā(u) = qāπ(u) +K(u). Zero minimizes it exactly when H ′

ā,+(0) = qāπ′
+(0) +

K ′
+(0) ≥ 0, which is Eq. (18). A strict reversal makes a small positive u prof-

itable.
For d > pC > P , differentiation gives

∂

∂d

d− pC

d− P
=

pC − P

(d− P )2
> 0.

Extending the threshold by zero for d ≤ pC proves the corollary.

For completeness, the regular-region payoff derivatives are

∂δi
∂pDi

=
pCi − Pi

(pDi − Pi)2
> 0,

∂δi
∂pCi

= − 1

pDi − Pi
< 0,

∂δi
∂Pi

=
pDi − pCi

(pDi − Pi)2
> 0.

If a primitive θ moves all three payoffs, its total effect is

dδi
dθ

=
(pCi − Pi) dp

D
i /dθ − (pDi − Pi) dp

C
i /dθ + (pDi − pCi ) dPi/dθ

(pDi − Pi)2
.

C Noisy Public Monitoring

Let the punishment state be absorbing with normalized value Pi. Under compli-
ance, a bad public signal occurs with probability ε and moves play to punishment.

Proposition A.3 (Noisy-signal trigger). The cooperation-state value is

V C
i = Pi +

1− δ

1− δ + δε
(pCi − Pi). (23)

If action xi gives current payoff Ui(xi, x̄−i) and bad-signal probability qdet,i(xi),
its incentive constraint is

(1− δ)[pCi − Ui(xi, x̄−i)] + δ[qdet,i(xi)− ε](V C
i − Pi) ≥ 0. (24)

With common qdet > ε across relevant deviations and Gi, Li > 0, Eqs. (21)–(22)
are necessary and sufficient.
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Table A.1. Discrete-action robustness

Grid (NEs) Stage NE Distance Best deviations Deviation payoffs δmin

0.25 (1) (0.25, 0.50) 0.07555 (0.50, 0.75) (0.602, 0.160) 0.000
0.10 (1) (0.30, 0.50) 0.02556 (0.40, 0.60) (0.618, 0.157) 0.000

Notes: Ordered pairs list (u, a). Literal deviations exclude the target action. Each
grid has one pure stage equilibrium; every equilibrium would be retained under
multiplicity.

Proof. Compliance obeys

V C
i = (1− δ)pCi + δ[(1− ε)V C

i + εPi],

which yields Eq. (23). A unilateral action has value

(1− δ)Ui(xi, x̄−i) + δ[(1− qdet,i(xi))V
C
i + qdet,i(xi)Pi].

Subtracting this value from compliance gives Eq. (24). Under common detection,
substitute Eq. (23) and solve the binding constraint to obtain Eq. (21). Its
denominator exceeds Gi exactly under Eq. (22). If detection varies by action,
Eq. (24) must be checked for each action.

D Discrete-Action Robustness

Let Uh and Ah be finite action sets. A pure stage equilibrium is a mutual max-
imizer on these sets. A literal deviation excludes the target action, unlike the
continuous convention in which the maximum including the target equals the
supremum over arbitrarily close distinct actions. If the finite stage game has
multiple equilibria, each candidate Nash-reversion payoff must be retained be-
cause punishment selection can change strict individual rationality.

In the benchmark, grids with spacings 0.25 and 0.10 each have one pure
equilibrium. The finer grid selects (uN , aN ) = (0.3, 0.5), which is also the repre-
sentative target. Its best literal CIR alternative is u = 0.4 with payoff 0.618356,
below the target payoff 0.621632. The continuous action space instead contains
the profitable deviation u ≃ 0.3251. This comparison shows why continuous
intensity and discrete mode interpretations should not be mixed within one in-
centive calculation.

E Numerical Convergence and Regression Tests

The canonical command python reproducibility/run fc27.py regenerates
the equilibrium, all headline statistics, the main dynamic figure, and Table A.2.
The calculation streams over target obfuscation values and evaluates grids from
151 to 2001 points per axis. It reports medians, quantiles, and shares rather than
extrema near the open strict-IR boundary.
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Table A.2. Grid convergence of stable benchmark statistics

N Strict-IR (%) Median δ P90 δ Changed (%) False at 0.5 (%)

151 6.45 0.577 0.903 18.56 10.13
301 6.46 0.574 0.902 18.61 9.93
601 6.46 0.573 0.902 18.62 9.84

1001 6.46 0.573 0.902 18.62 9.83
2001 6.46 0.573 0.902 18.62 9.82

Notes: Each row uses an N × N uniform target grid. Shares are conditional on
the joint strict-IR set except the Strict-IR column, which uses the full normalized
target square. “Changed” records a change in the combined threshold; “False at
0.5” records shortcut-sustainable but exact-unsustainable targets.

The regression suite checks each closed-form response against numerical op-
timization. It also compares the fixed-point equilibrium with an independent
root solve and checks KKT residuals. Further tests verify that the exact CIR
deviation never yields less than u = 0, recover the perfect-monitoring limit, and
compare the analytic strict-IR boundaries with direct payoff classification. The
largest best-response discrepancy is 1.45× 10−8; the equilibrium methods agree
to 5.55× 10−17, and the largest benchmark KKT residual is 1.11× 10−16.
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